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Introduction

Since the first entirely decentralised cryptocurrency protocol, was published in 2008 [11], the interest in Blockchain
and mutual distributed ledger (MDL) technology has increased dramatically. As of early 2018, cryptocurrency
protocols have reached a market capitalisation of more than 280 billion Dollars [1]. MDL systems are attractive to
both users and investors because they promise to offer entirely decentralised alternatives to conventional platformbased infrastructures. This is particularly interesting in the context of the Internet of Things (IoT) where a small
number of dominant platform players (e.g. cloud providers) have emerged over the last decade and, due to strong
network effects, make it extremely hard for smaller players to enter the market.
MDL systems promise to offer an alternative to proprietary platform-based solutions. However, any system
can only be as decentralised as its least decentralised subsystem [15]. In current MDL systems like Bitcoin
or Ethereum, we can already observe concentration tendencies in various dimensions which, if not dealt with
appropriately, may ultimately erode trust in those systems and defeat their very purpose.
Counterbalancing these effects requires an effective governance structure. Traditionally, governance has been
assumed to be the responsibility of trusted third parties, e.g. governmental or financial institutions. With the
advent of MDL technology, this has changed. Governance structures can now be embedded into the decentralised
protocol itself. This, however, is a non-trivial task. Any open and decentralised system is an instance of a complex
adaptive system (CAS) whose dynamics are characterised by emergent behaviour, non-linear feedback loops, and
critical socio-economic effects, e.g. network externalities. In open systems where players can join and leave as
they wish, distinguishing between purely honest and malicious players is no longer sufficient. We also need to
deal with rational players that aim to maximise their utility when participating in the protocol. This calls for a
game-theoretic approach to distributed protocol design. The goal of this document is to report on our progress in
developing such a tool-supported methodology and describe first simulation experiments.
The report is structured as follows. We start with an elaboration on the stability problems that may arise in
decentralised IoT systems and the resulting paradigm change towards an Economy of Things (EoT) in Section
2. A brief overview of our proposed method, empirical game theory, is given in Section 3. In order to be
able to analyse scenarios and design appropriate coordination protocols for decentralised protocols, we are in the
process of developing a C++ and Python based simulation and analysis toolset for in-house use which is described
in Section 4. First simulation experiments on the emergence of centralisation tendencies in an uncoordinated
system (Section 5 indicate that a model-based approach can help to uncover some of the undesired (and often
counterintuitive) dynamics at an early stage. The report concludes with a summary and a discussion of future
work.
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Figure 1: The structure and dynamics of complex adaptive systems
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From the Internet of Things to an Economy of Things

Large-scale Internet of Things (IoT) systems can be viewed as complex adaptive systems (see Figure 1), for a
number of reasons. Most fundamentally, IoT systems are, by definition, highly distributed. They consist of possibly many, arbitrarily heterogeneous, individual system components — the ‘things’ — which we shall henceforth
refer to as agents. Since IoT systems are typically open, agents may join and leave as they wish and may form and
break communication relationships dynamically. Due to resource constraints and the sheer size of some systems,
agents will generally only have partial information about the entire system; however, given the recent advancements in the area of machine learning, they will soon be able to learn from their experience and observations
and to adapt their behaviour to changing circumstances. Local actions and interactions between the agents on the
micro level produce emergent behaviour at the macro or system level which may, in turn, influence the agents’
local decisions. Such feedback loops can be either positive, i.e. self-reenforcing, or negative, i.e. self-cancelling,
and are the hallmarks of complex adaptive systems. In summary, an IoT system shows all characteristics that are
required to justifiably classify it as a complex adaptive system: large scale, heterogeneity, dynamic relationships,
local decisions, adaptation, emergent behaviour, and non-linear feedback.
Considering rationality: Traditionally, the distributed systems literature distinguishes between benevolent agents
that follow the protocol blindly and malicious agents that refuse to follow it entirely. Open systems suggest a third
class, rational agents. In an open system where participation is voluntary, it is reasonable to assume that the decision of joining or leaving will be heavily driven by individual utility: first, an agent will join the system if (and
only if) the payoff of doing so is higher than it is when abstaining (‘ex-ante rationality’); second, an agent will
likely strive to maximise his utility whilst participating in the protocol and acting and interacting with his peers
(‘ex-interim rationality’); and, finally, due to an agent’s capability of learning from experience, we can expect him
to stay in the system if (and only if) his experience is positive, i.e. if the (expected) utility of staying is higher
than the (expected) utility of leaving (‘ex-post rationality’). It is important to note that rational behaviour does
not require a high level of deliberation on the side of the agents, it can also be the outcome of an entirely myopic
process: rather than deliberating excessively which action to take at any point in time, an agent may act according
to a simple rule or heuristic, realise later that the consequences are negative, and decide to act differently next
time. Despite its simplicity, this process will, over time and across the agent population, resemble that of rationally acting individuals (for a more formal treatment, see Section 3) and cause the system dynamics to exhibit a
socio-economic flavour. From a conceptual point of view, we can see a shift from a mere Internet of Things to an
Economy of Things (EoT). This transition is nicely reflected by the recent rise and success of MDL protocols such
as Bitcoin or Ethereum which take rationality seriously and use monetary incentives to coordinate the players and
stabilise the system as a whole. The importance of appropriate coordination is illustrated in the next section.
Undesired centralisation effects: The combination of complex dynamics and rational decision-making makes
decentralised systems notoriously hard to engineer and control. If left to their own devices, they may exhibit
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dynamics that are undesirable from a system designer’s point of view. Network effects are a particularly interesting
example of such dynamics that may threaten the stability of the underlying system itself. Network effects are
special types of positive feedback loops. A (sub)system S has a network effect if, from a user’s perspective, the
value that S offers is proportionally related to the number of users of S. In other words, the more users S has, the
more attractive S gets for new users. If S manages to exploit these self-reinforcing dynamics cleverly, then it has
a reasonably large chance of becoming a very powerful player in the system, often even a monopolist. Network
effects can be accompanied by network externalities, i.e. economic imbalances caused by ‘spillover effects’ where
costs or benefits related with an economic interaction have to be incurred by parties not involved in the interaction
itself [7]. Network externalities yield a number of highly undesirable economic consequences such as inefficient
and unstable equilibria, self-fulfilling expectations, path-dependence, and strong ‘winner-takes-it-all’ dynamics.
In markets with strong externalities, users may be ‘locked into’ a given provider, even if it offers an inferior
product compared to others. In worst case, this may lead to total market failure.
The problems associated with network externalities are well known and fairly well understood in economics,
yet, with the emergence of cryptocurrencies, they have also found their way into the area of technical protocol
design. Consider again Bitcoin. Whilst Bitcoin started off as a purely decentralised protocol that promised to
render powerful trusted intermediaries superfluous, it has seen another type of centralisation effect, the emergence
of mining pools. Even though it does not increase revenue for an individual miner, it is attractive to join a mining
pool since it evens it out. The more miners a mining pool has, the more frequently revenue will be generated and,
in turn, the more attractive the mining pool becomes — a classical network effect. On the other hand, the larger a
mining becomes, the more it threatens the very promise of decentralisation.
Mining pools are operated by companies. If they are large enough and they were to bribe their members
into suppressing transactions, they could start to control the system. At this point, the network effect would
turn into an externality punishing those whose transactions are suppressed. Although it has proven to be pretty
safe against double-spend attacks, the original Bitcoin protocol does not explicitly provide any counter-measures
against centralisation of this sort.
If decentralised systems are to remain stable and trustworthy over time, their underlying coordination mechanisms need to be designed and implemented with precisely these effects in mind. That is, we need to precisely
understand the incentives towards centralisation or distribution by building quantitative models of such [18], which
can be used to inform their ongoing governance [5].
The need for economic mechanism design: Given the fact that many of the services offered in a decentralised
system are coordination services of some sort (e.g. lookup, brokering, or matching), all of which benefit from large
numbers of users, network effects are not just unavoidable but also often desirable from a user’s point of view.
At the same time, given the vision of an EoT as a decentralised infrastructure that fosters cooperative behaviour,
strong network externalities that contribute to centralisation are to be avoided at any cost. In order to guarantee the
long-term stability of an open decentralised system, strong governance in the form of coordination mechanisms
is thus strictly required. The design of the mechanisms needs to take into account the potential consequences
of rational decision making and counterbalance them in an appropriate way which, given their large number and
variety, is a non-trivial task.
Since many emergent effects only show up in sufficiently large systems and the development of test prototypes
of sufficient scale is infeasible in most cases, it is critically necessary to do in-silico stability analysis by means of
formal methods and simulation at design time. By analogy with conventional software and systems engineering,
this calls for an iterative model-based approach to the design of decentralised coordination mechanisms.
In a complex adaptive system, emergent behaviour can be caused by both structural and behavioural aspects.
In terms of structure, the topology of the network has a strong impact on how quickly information spreads and what
information is available to whom and when. This influences the decision making process and thus the behaviour
of the system participants whose actions and interactions will then, in turn, impact the structural aspects of the network. Since both dimensions impact each other and cause the individuals and the system as a whole to co-evolve,
their dynamics cannot be analysed independently. As a consequence, a technique for model-based mechanism
design should encompass both. We believe that a combination of agent-based modelling and evolutionary game
theory is capable of satisfying these requirements effectively [13].
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Figure 2: The layered architecture of FREGE
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Empirical Game Theory

When dealing with complex systems, classical analytical approaches like equation-based models (e.g. system
dynamics) are often not sufficient [12]. Due to feasibility constraints, mathematical modelling is primarily a ‘topdown’ approach. It puts a particular focus on the global level, relates observables (i.e. measurable characteristics)
with each other and describes their evolution over time. Since it does not represent individuals and their relationships explicitly within the model, equation-based modelling is not capable of replicating feedback mechanisms
and non-linear effects that result from interactions between the components. Agent-based modelling (ABM), on
the other hand, is well-suited for the analysis of complex systems due to its individual-based nature and its support
for heterogeneity. ABM models a given system bottom-up and simulates its dynamics over time. It starts with the
definition of individual system components, their attributes and behavioural characteristics, and their explicit relationships including structural aspects (e.g. network topologies) and communication patterns. Over time, actions
and interactions give rise to higher-level phenomena which may then, again, influence the individuals’ behaviours.
According to Parunak et al., “agent-based modelling is most appropriate for domains characterised by a high
degree of localisation and distribution and dominated by discrete decision. Equation-based modelling is most
naturally applied to systems that can be modelled centrally, and in which the dynamics are dominated by physical
laws rather than information processing” [12]. The individual-based approach is particularly attractive for simulation purposes since it allows the simulator to study the correlation between individual interaction and global
behaviour and provide insights which cannot be determined otherwise. This makes agent-based models a powerful
alternative to equation-based modelling for the simulation of complex systems. Influenced by (distributed) artificial intelligence, complexity science, and computer simulation, ABM is applied successfully to an ever-increasing
number of real-world problems and could in many areas show advantages over traditional numerical and analytical
approaches; as a consequence, it is often being employed as a decision support tool for policy making. Although
social science has been its traditional domain, ABM is also increasingly being used for the analysis of complex
technical, in many cases also safety-critical, systems in areas such as avionics [2], airport performance modelling
[3], or the design and analysis of robot and UAV swarms [10, 16].
ABM in its purest form is not entirely sufficient for analysing the effects of rational decision making. For that
reason, it is useful to combine it with game-theoretic analysis, resulting in an approach called empirical game
theory (EGT) [17]. EGT is particularly useful for complex games in which (i) an exhaustive payoff matrix cannot
be defined a-priori, and (ii) the game itself cannot be analysed purely analytically. In those cases, simulation is used
to derive empirical estimates of the payoff matrix and evolutionary dynamics are used to evolve the model over
time. Various game-theoretic solution concepts such as equilibrium models can then be applied to the resulting
empirical game, thus bridging the gap between purely empirical and formal analsis.
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FREGE: FRamework for Evolutionary GamEs

In order to be able to analyse agent scenarios for their game-theoretic characteristics and to design appropriate
coordination mechanisms, we are in the process of developing FREGE, the Framework for Evolutionary GamEs.
It is a modelling and simulation toolset that incorporates the idea of empirical game theory described in Section 3
and is written in C++ and Python.
Design criteria: The design of FREGE is based on three major criteria: good runtime performance, modularity,
and customisability. For the first criterion, we decided to use C++ as the base language for the time-critical simulation core and Python for everything ‘external’ and related with data massaging and visualisation. Furthermore,
in order to shift as many computations as possible to compile time, we replace dynamic with static polymorphism
by making heavy use of C++ template metaprogramming (TMP), e.g. using Boost’s MPL and Fusion libraries. Finally, the execution of many replications as part of the experimental infrastructure is parallelised using OpenMP.
The second criterion, modularity, is achieved by separating the core concerns (agent-based modelling and evolutionary game theory) from each other and from the implementation of user-specific components. In order to
be able to plug together different components at compile time, we make heavy use of generic programming and
TMP with the goal of eventually providing an embedded domain-specific model description language (for details,
see further below). The third criterion is achieved by facilitating the integration of user-specific components,
e.g. problem-specific agent strategies or payoff evaluation functions, through the TMP-enabled embedded DSL
mentioned above and described further below.
Architecture: The general architecture of FREGE is shown in Figure 2. It consists of three layers stacked on
top of each other. The bottommost layer contains all components necessary for building and running basic agentbased simulations, for example agent, group, and simulation base classes or generic functions for data collection.
The second layer contains everything that is necessary for turning an ABM into an evolutionary game model. To
that end, the core base classes are specialised and extended with additional components such as predefined payoff
evaluation or evolution strategies. The first two layers comprise the core of the framework. The third layers allows
users to define and integrate custom, domain-specific components for their simulation experiments.
Model description language: Our goal is to facilitate model development by providing a domain-specific language (DSL) that allows a user to describe even complex models in a modular manner by plugging together
different components. In general, an agent participating in an evolutionary game consists of the following components:
• A unique identifier,
• an internal state object,
• a set of possible strategies (or actions) to execute,
• a payoff evaluation function, and
• an evolution function.
From a user’s point of view, each of the components should be easily exchangeable. This requirement is
reflected in the implementation by realising each of the aforementioned components as a separate type (i.e. a
class) and by assembling the final agent through generic programming techniques. This process effectively yields
a DSL that is embedded within C++. The definition of a simple model with two agent types — clients and
providers — using the language is shown in Listing 1. Here, a client agent has the choice of a provider as its
only strategy (PickProvider), evaluates its payoff by means of a cost-value comparison (CostValueEval),
and evolves by copying another client’s strategy if it produces a better payoff (CopyBetterStrategy). The
Boolean type parameters as part of the strategies control whether the distribution of this particular strategy is
to be logged during and output to disk after the simulation. A provider agent may run either a simple linear
(LinearPricing) or a non-linear penetration pricing strategy (SigmoidPricing), determines its payoff
by means of its income (IncomeEval), and, similar to the client agent, evolves by copying another provider’s
strategy if it produces a better payoff. A simulation model is then assembled by constructing agent groups from
the respective agent types (in this case only one agent type per group) and adding them as type parameters to the
StrategySimulation class. The internal plumbing, i.e. the creation of appropriate type-dependent container
data structures and manipulation functions happens at compile through template metaprogramming.
5

Listing 1: Definition of a simple simulation model with two agent types (clients and providers)
using Client = StrategyAgent<
CLIENT,
std::variant<PickProvider<true>>,
CostValueEval,
CopyBetterStrategy
>;
using Provider = StrategyAgent<
PROVIDER,
std::variant<
LinearPricing<true>,
SigmoidPricing<true>
>,
IncomeEval,
CopyBetterStrategy
>;
using MarketModel = StrategySimulation<
StrategyAgentGroup<1,Provider>,
StrategyAgentGroup<2,Client>
>;

Simulation process: After the model has been described using the (still preliminary) DSL described above,
the simulation model can be parametrised, initialised, and executed. The simulation process is similar to that of
other ABM frameworks such as Repast [4] or Mason [9] and implements the steps shown in Figure 3. In order
to deal with randomness in the model, each simulation experiment is subdivided into a number of replications,
i.e. independent runs of the model. Replications are executed in parallel using OpenMP. Each replication itself
is purely sequential in nature. In each time step (or ‘tick’), the population is updated and evolved according to
the chosen strategies. At the moment, the population is updated sequentially, although a parallel execution might
certainly be useful here, too.

5

Experiment: network effects and the risk of centralisation

In the first experiment, we use FREGE to simulate a simple market with network externalities and show the
emergence of typical effects such as multiple stable and unstable equilibria, path-dependence, lock-in effects,
‘winner-takes-it-all’ dynamics and, as a consequence, the emergence of monopoly players (despite their offered
product being inferior to that of other players). In addition to just providing simulation-based empirical evidence,
we further quantify their impact on different notions of social welfare. We start with a description of the simulation
model in Section 5.1, followed by three experiments described in Sections 5.2–5.4.

5.1

The agent-based model

The ABM for the first experiment is kept deliberately simple. It consists of marketplace comprising three platform
provider agents and a population of 1,020 clients1 . The platform provider agents offer a connection service to their
clients, akin to that of a social network like LinkedIn or Facebook, and charge an amount of money proportional to
the number of connected users for their service. The value that provider p offers at time t is given by the following
function vp according to which the value of a platform is directly proportional to the number of users2 . We are
aware that this particular may understate the value of many real-world networks. However, due to its simplicity
and conservative valuation, it serves as a useful lower bound.
1 The
2 This

odd number of clients was chosen because it allows for an even distribution to the three providers.
law has first been stated by Sarnoff in the context of media broadcast networks [8].
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Figure 3: The simulation process in FREGE

vp (t) = numClientsp (t)

(1)

Non-greedy providers: Provider agents further charge fees for the connection service. In the simple non-greedy
case, the fees of provider p at time t are determined by the following linear pricing rule. The rule is a function of
the number of clients at time t and an internal pricing parameter set to 0.7 (for a visualisation, see Figure 4).
fp (t) = 0.7 · vp (t)

(2)

Greedy providers: Greedy providers differ from non-greedy ones with respect to the pricing rule which now
follows a logistic curve, as described below and visualised in Figure 4.

fp (t) =

L
1+

e−k(x−x0 )

(3)

where L is the maximum value of the curve, k is the steepness of the curve, and x0 is the midpoint of the
sigmoid. When using the logistic pricing function, a provider runs an aggressive strategy where he first tries to
build up a critical mass of clients by offering a significantly cheaper service than the non-greedy competitors. In
markets with network externalities where tipping points are typically present, penetration pricing of that sort is a
powerful (albeit expensive) strategy to reach a critical mass of clients [6]. Once a sufficiently high number has
been attracted, Provider 1 increases his fees up to a point where they even exceed those of the competitors. Despite
this seemingly highly unattractive behaviour, our experiments show that it can be entirely rational for the clients
to choose Provider 1.
Clients: Client agents decide which provider to connect to based on a simple utility calculation involving value
function v and cost function c introduced above. Client agents are heterogeneous with respect to how much
emphasis they put on cost and value, respectively, represented by normally distributed weighting factors wv and
wc . The utility ui (p) that provider p offers to client i at time t is thus calculated as follows.
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Figure 4: Provider pricing strategies

Figure 5: Strategy evolution for Scenario 1 (balanced providers)

ui (p, t) = vp (t) · wiv − fp (t) · wic with wiv , wic ∼ N (1.0, 0.012 )

(4)

Evolution: Client agents are able to adapt their strategies over time based on a simple imitation learning process.
After each simulated round, a subset of the client population (currently 30%) is selected, the members of which
are paired randomly and compared with each other with respect to their payoffs. For any two clients c1 and c2 ,
if the payoff of c1 is better than the payoff of c2 then c1 will imitate, i.e. copy, c2 ’s strategy. Provider agents are
non-adaptive, i.e. their strategies are held fixed during the simulation.

5.2

Scenario 1: balanced providers and adaptive clients

In the first simulated scenario, all three providers share the same, non-greedy (i.e. linear), pricing strategy described above and shown in Figure 4 with a pricing factor of 0.7. The 1,020 clients start with a randomly
chosen distribution over providers. As a consequence of the client population’s randomised adaptation process
described above, each simulation run yields a different strategy evolution, i.e. evolution of assignments of clients
to providers.
The strategy evolution with respect to the clients’ choices of provider is visualised by means of a simplex
diagram as shown in Figure 5. It can be interpreted as follows. Each point in the simplex represents one particular
distribution of the 1,020 clients to the three providers. In the lower right corner, 100% of all clients choose
Provider 1, in the top corner, 100% of all clients choose Provider 2, and in the bottom right corner, 100% of all
clients choose Provider 3. The midpoint of the simplex represents a situation in which 1/3 of all clients choose
Provider 1, 1/3 choose Provider 2, and 1/3 choose Provider 3. All other points can be interpreted accordingly.
Each coloured line in the simplex represents a particular strategy evolution, i.e. a history of how the individual
clients’ choices influenced the overall distribution of clients to providers over time during a single simulation run.
Red dots represent attractors, i.e. stable distributions that the simulation ended up with.
Despite the simplicity of the model, a number of critical effects can be observed. First, regardless of the initial
distribution of clients to providers, the model will always end up in a monopoly state, i.e. in a situation in which all
clients choose either Provider 1, Provider 2, or Provider 3. There is no oligopoly state, i.e. state in which multiple
providers end up sharing the client base, that serves as an attractor in the model (= ‘winner takes it all’ effect). It
also becomes apparent that, if an individual provider only has a slight initial advantage over the other providers,
he will end up as a monopolist (= path-dependence). There is no chance for other providers to catch up with or
even overtake the monopolist-to-be.
5.2.1

Payoff analysis

It is intuitively obvious that the different distributions of clients to providers are not equally attractive for the
providers. A monopoly situation in which 100% of all clients choose Provider 1 is very good for Provider 1 but
clearly bad for Providers 2 and 3. A duopoly situation in which Providers 1 and 2 share the client base among
8

(a) Minimum payoff

(b) Maximum payoff

(c) Total payoff

Figure 6: Provider payoff distribution for Scenario 1 (balanced providers)
themselves is, for Provider 1, certainly worse than a situation in which he is a monopolist, but still better than
the situation for Provider 3 who ends up with no client at all. Finally, an oligopoly situation in which all clients
are equally distributed to the three providers is, for any provider p, worse than a situation where he becomes a
monopolist or at least participates in a duopoly, but certainly better than a situation where he ends up as a loser.
Intuitively, it feels that a situation where each provider has a share of the client population is fairer than a situation
in which only one provider ends up as a monopolist.
In order to quantify and visualise these different effects, we can analyse the payoff distribution for the group
of providers. It has, for example, been suggested that the notion of fairness can be understood as the maximisation
of minimum payoff [14]. By looking at the payoff distribution, we should thus be able to see the effects discussed
informally above. In the current scenario, the payoff of provider p at time t is its income, i.e. the cost that p charges
times the number of clients that p has at time t.
pi (t) = cp (t) ∗ num clientsp (t)

(5)

The distribution of minimum, maximum, and total provider payoff for each distribution of clients to providers
is shown in Figure 6. Payoffs are coloured according to their value with brighter colours representing higher
payoffs than darker colours. Figure 6a, for example, plots the distribution of the minimum fairness value for all
providers. The bright colour in the center of simplex indicates that the minimum payoff is higher in this area than
in areas closer to the edges. This supports the informal assumption stated above that a situation in which clients are
evenly distributed across providers is fairer for all providers than a duopoly or monopoly situation. The unfairness
is also reflected by the price of anarchy plotted above the figure. In the case of minimum payoff, the price of
anarchy is infinite. This is due to the fact that the minimum value of minimum payoff is zero in equilibrium,
resulting in a division by zero. The large difference between the fairly high theoretically possible maximum level
of fairness and the low practical worst-case fairness indicates that the system is highly unfair. Figure 6b shows
the distribution of maximum payoff. We see that the individual maximum payoff is maximised whenever one of
the providers becomes a monopolist. The price of anarchy suggests that this outcome is optimal. However, in
combination with Figure 6a), we get a different picture: whilst the maximum payoff is high for the monopolist
provider, the other providers end up with nothing. Finally, Figure 6c shows the distribution of total payoff. It looks
fairly similar to the distribution of maximum payoff which is due to the fact that, according to payoff equation 5,
the gain of a monopoly provider is always higher than the gain of any provider participating in an oligopoly. The
only difference is that the positive areas are now significantly smaller.
In the same spirit, we can also analyse the clients’ payoff distribution (see Figure 7). It shows characteristics
similar to the ones shown by the provider payoff distribution, although to a slightly weaker extent. Figure 7a
shows the distribution of the minimum payoff. We see that there is a slightly positive trend towards the center of
the distribution which undermines the assumption that a balanced market is not just good for the providers (with
respect to fairness) but also for the clients. However, we can also see that, from a client perspective, choosing a
monopolist is good since it provides the best value. Since all three providers are equivalent, there any choice of
monopolist is equally good. This is also reflected by the optimal price of anarchy. When we look at the distribution
of maximum client payoff in Figure 7b, we see that the situation is very similar to that of the providers. It is clearly
apparent that the possible maximum payoff is highest in situations where a client chooses a monopoly provider.
This is intuitively clear as this is the situation where the clients’ cost/value evaluation yields the highest value.
The distribution of the total payoff shown in Figure 7c shows a qualitatively similar picture, although the positive
9

(a) Minimum payoff

(b) Maximum payoff

(c) Total payoff

Figure 7: Client payoff distribution for scenario 1 (balanced providers)

Figure 8: Strategy evolution for Scenario 2 (price war)
areas are significantly smaller.
5.2.2

Summary

In the first experiment, we investigated a scenario in which clients choose among a set of three equivalent providers
with linear pricing strategy. Each agent type (provider and client) makes decisions based on its own payoff only.
We saw that the clients’ decisions lead, in fact, to a situation in which their minimum, their maximum, and their
total payoff is maximised. From a clients’ perspective, the outcome is optimal.
The situation is different for the providers. We saw that the clients’ selfish decisions lead to a situation in
which both the providers’ possible maximum and total payoff are maximised. However, the distribution of the
minimum payoff shows that the gain made by the monopolist comes at the expense of the other providers. In
other words, the scenario poses a fairly high risk for any individual provider: in general, the chance of any one
of N providers losing out is (N − 1)/N . This is also reflected by the infinite price of anarchy with respect to
minimum payoff. So, from a providers’ perspective, the dynamics in the scenario are non-optimal because they
will invariably lead to a situation that is disadvantageous for N − 1 providers. As a consequence, it would be
rational for any individual provider to change its pricing strategy. This is the subject of the next experiment.

5.3

Scenario 2: price war

In the second experiment, Provider 1 aims to get ahead of his competitors by switching to a more aggressive
penetration pricing strategy (i.e. the logistic pricing strategy described in Section 5.1). With respect to the curve
parameters, we set L = 1.1, k = 0.05, and x0 = 510 (half the number of total clients)3 . All other parameters
remain unchanged. The resulting strategy evolution is shown in Figure 8. Similar to the previous scenario, there
are still just three stable attractors and the model will thus invariably end up in a monopoly state. However, it is
also clearly apparent that the change in provider 1’s pricing strategy has a strong impact on the decisions made by
the clients. Provider 1 has significantly more traction now and controls a higher fraction of the strategy distribution
3 For

simplicity, we assume that the provider knows the total number of clients and calibrate his strategy accordingly.
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(a) Minimum payoff

(b) Maximum payoff

(c) Total payoff

Figure 9: Provider payoff distribution for Scenario 2 (price war)

(a) Minimum payoff

(b) Maximum payoff

(c) Total payoff

Figure 10: Client payoff distribution for scenario 2 (price war)
space. As a consequence, it has now become significantly harder for providers 2 and 3 to become monopolists
themselves.
5.3.1

Payoff analysis

If we look at the payoff distribution, we can see some interesting effects. Figure 9 shows the distribution of the
providers’ payoff. As shown in Figure 9a, the area of highest fairness has now shifted towards the bottom-left
corner of the simplex. This is due to the fact that Provider 1 now has a significantly more aggressive pricing
policy according to which he starts earning money only if he controls a sufficiently large proportion of the client
population. As a consequence, his potential losses are significantly higher than before which causes the area of
maximised minimum payoff to shift into the direction of the system state in which he is the monopolist. If we
look at the distribution of maximum and total payoff in Figures 9b and 9c, we see that most money is to be earned
in the state where Provider 1 is the monopolist. However, since the chance of Provider 1 becoming a monopolist
is less than 100%, there is no guarantee for the maximum payoff to be earned. This is also reflected by the price of
anarchy which is significantly higher than in the previous scenario. It could be understood as the ‘macroeconomic
loss’ that is made when either Provider 2 or Provider 3 becomes a monopolist and earns less than Provider 1 would
have earned if he had become the monopolist.
The situation is even more interesting when we look at the clients’ payoff distribution in Figure 10. As shown in
Figure 10a and indicated by the price of anarchy plotted above, each of the three attractors is now disadvantageous
for the population of clients with respect to fairness. Figure 10b shows that the situation is getting even worse
in terms of possible maximum payoff. The states with highest maximum payoff are those in which Providers
2 and 3 are monopolists. However, as shown in Figure 8, these two states are much less attractive now due to
Provider 1’s aggressive pricing policy. The state which is most attractive from the clients’ perspective — Provider
1’s monopoly — is significantly worse in terms of maximum payoff. Despite their attempt to maximise their
own individual payoff, the clients have now achieved the exact opposite and produced a situation that is highly
disadvantageous for themselves. The situation is similar in the case of total payoff shown in Figure 10c. We can
see that the strongest attractor — Provider 1’s monopoly — is among the worst situations in terms of total payoff.
This nicely illustrates another potential negative consequence of network effects: the predominance of an inferior
product.
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Figure 11: Strategy evolution for Scenario 3 (partial cooperation)
5.3.2

Summary

In the second example, Provider 1 changes his pricing policy from linear to logistic. As a consequence of that, he
is able to build up a critical mass of clients quickly which, in turn, allows him to raise his prices up to a point where
they even exceed those of his competitors. Despite this, he manages to retain his clients. The (counterintuitive)
reason is that it is, in fact, rational for any individual client to stick with Provider 1, even though the client population as a whole would be better off switching to either Provider 2 or 3 collectively. It is clearly apparent in this
example that the clients’ selfish uncoordinated decision making leads to a situation that is highly disadvantageous
both for themselves and for the providers. In other words, the rational outcome of the clients’ decision making
process provides a low social welfare. This is a typical instance of the tragedy of the commons.
It is reasonable to assume that the modelled scenario will not remain in that state. Providers 2 and 3 have
a clear incentive to react to Provider 1’s pricing strategy, e.g. by joining the price war and thus worsening the
situation even more. So, in summary, we can see a typical downward spiral that leads to a situation in which most
(if not all) players will lose. In the next section, we investigate what would happen if providers were cooperative
instead of purely competitive.

5.4

Scenario 3: partial cooperation

In the third experiment, we allow Providers 2 and 3 to cooperate as a response to Provider 1’s aggressive pricing
strategy. We assume that, if a provider is cooperative, then he grants other cooperative providers access to his
client basis. Consider, for example, a situation in which Provider 2 has 100 clients and Provider 3 has 50 clients.
If they cooperate, they share their client bases and can thus each offer a service that connects their members to
150 other members. The value increases while the fees remain the same which, in turn, influences the clients’
decision making process. The result of this change in client behaviour is illustrated in Figure 11. Even though
Provider 1 is still guaranteed to win if he reaches a critical mass of clients, Providers 2 and 3 now manage to attract
a significantly larger amount of clients through their cooperative joint-venture. The red dots in the middle of the
right edge indicate that those states in which clients distribute evenly across Providers 2 and 3 have now become
attractors.
5.4.1

Payoff analysis

As shown in Figure 12, the cooperation between Provider 1 and 2 has not changed the overall payoff distribution
for the providers. The situation is different for the clients, as shown in Figure 13. The distribution of minimum
fairness (Figure 13a) is comparatively similar to the previous scenario, as opposed to the distribution of maximum
(Figure 13b) and total payoff (Figure 13c). Figure 13b shows that, from an individual point of view, a state in
which either Provider 2 or Provider 3 becomes a monopolist is clearly preferable over a state in which Provider 1
is a monopolist. Moreover, Figure 13c shows that the total payoff is maximised when clients are evenly distributed
across Providers 2 and 3.
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(a) Minimum payoff

(b) Maximum payoff

(c) Total payoff

Figure 12: Provider payoff distribution for Scenario 3 (partial cooperation)

(a) Minimum payoff

(b) Maximum payoff

(c) Total payoff

Figure 13: Client payoff distribution for scenario 3 (partial cooperation)
5.4.2

Summary

Scenario 3 illustrates that cooperation, although seemingly disadvantageous for the individual providers, can help
to align individual self interest and social welfare. This happens because, by cooperating, Providers 2 and 3
bundle and thus strengthen their network effects and, in doing so, become increasingly attractive for the clients.
In combination with their more attractive (because less aggressive) pricing strategy, they manage to become a
powerful alternative to Provider 1 and break his lock-in effect. It is now rational, even for an individual client, to
join one of the cooperative providers.
It is important to note that, at the current stage, the willingness of Providers 2 and 3 to cooperate was simply
assumed and has not shown to be a truly dominant strategy. As motivated in Section 1, our overall goal is to
design decentralised coordination mechanisms that foster cooperative behaviour, maximise social welfare, and
remain stable over time. We are currently working on methods to design coordination mechanism that make
cooperative behaviour between providers an evolutionary stable strategy.

6

Conclusions and Future Work

MDL technology promises to offer an alternative to proprietary platform-based solutions and is thus particularly
interesting in the context of future Economies of Things. However, any system can only be as decentralised
as its least decentralised subsystem. Current MDL implementations like Bitcoin or Ethereum have already seen
centralisation tendencies that, if not dealt with appropriately, may ultimately erode trust in those systems and defeat
their very purpose. In order to avoid such effects and guarantee long-term stability, a well-defined governance
structure is required. Given the open nature of the systems under consideration, the notion of rationality becomes
important and the system dynamics need to be viewed from an economic perspective. As a consequence, the design
of stable governance or coordination protocols needs to take into account game-theoretic considerations. This
document summarises our current efforts in building and establishing a tool-supported, model-based development
methodology for decentralised mechanisms using agent-based modelling and evolutionary game theory.
Until now, we have primarily focussed our efforts on understanding threats to stability in largely stylized,
abstract settings. In the next step, we aim to tackle more realistic scenarios and model and simulate some of
our currently ongoing use cases in connected industry and logistics, mobility, and smart energy. Furthermore,
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in addition to expanding our tool support, we aim to complement our simulation-based methodology with formal
analyses in areas like cooperative and non-cooperative game theory, mechanism design, and rational cryptography.
In that context, we are particularly interested in the design of coalition-proof mechanisms, i.e. mechanisms that are
not just attractive from a single player’s point of view, but also robust with respect to groups of colluding players.
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